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1. FieldML Overview

FieldML (Field Modelling/Markup Language) is a declarative language for building hierarchical models represented by generalized mathematical fields. It is intended to provide a framework for modelling software development and model interchange for bioengineering and general engineering analysis communities.
Building on the Auckland Bioengineering Institute’s multi-decade experience in developing numerical modelling software, FieldML incorporates:

· Representing almost every quantity as a field.
· Finite element fields with arbitrary and high order basis functions, varying by field and component. 

· Generalized fields.
· Hierarchical models.
· API and implementation library development as open, free software.

Some principles that have been followed in the design of FieldML are:

· Introducing as few concepts as necessary.
· Building advanced functionality from a minimal set of basic functions, which makes definitions explicit and expressive.
· It is designed to be extensible and unrestricted in what modelling data can be represented.

· It is designed for general modelling, i.e. not restricted to either the biological arena or specific types of modelling.

But:
· Early versions will not achieve full generality in all areas – some constructs will be borrowed “as is” from ABI / CMISS software to get things working.

FieldML is introduced here first by its main concepts, and then as the API and core representation being developed for the Institute’s freely available cmgui library and visualization application. Use of the API is advised whether using the cmgui core library within an application or interfacing to the variety of formats that may be used to serialize FieldML data including the eventual XML specification.
The generality of FieldML does not commit all users to make their software just as general. It is expected that most interchanged data sets will use a fraction of its capabilities, limiting themselves to simple structures able to be translated to structures in fixed functionality modelling codes.
2. FieldML Concepts
2.1. Region
A region is a container for objects representing a model. In the context of bioengineering it may be used to represent some physically identifiable region such as an organ or a single cell, or a complete anatomical assembly built as a hierarchy of constituent parts, for example an entire body. Equally it could equate to a functional grouping such as all body parts involved in a particular process, or any collection of objects as convenient for modelling.
The objects making up a region representation are:

· Fields, as described in a later section.
· Child regions, for building model hierarchies; in alternative language, this aggregation of regions makes an assembly.
· A region can inherit the fields and other objects of another region, as described below.

· Groups – restrictions on fields or sub-regions to present a subset of the region, e.g. for boundary conditions.
· Other objects may be contained as appropriate to the application, for example graphical renditions, advanced modelling structures (e.g. solids) that do not map to fields, and solver data. These objects will not be discussed further in this specification.
The region owns its fields and other sub-objects, although we note that certain objects, notably child and inherited regions, may be shared between multiple parent regions.

Importantly, the region has its own namespace for its sub-objects, which means models from different sources can be maintained in separate regions, and fields of the same name in the each region do not interfere with each other. Region A may have a 2-D ‘coordinates’ field, while Region B may have a 3-D ‘coordinates’ field: the matching names do not imply any correspondence between the fields.
2.2. Region Inheritance and Aggregation
Region hierarchies are constructed by containing child regions within a parent region. However, this simple aggregation is not sufficient on its own to construct all the assemblies of regions we may want.
Consider these situations where we want to reference the same region from multiple places in the region hierarchy (and using file system paths to locate a region within the hierarchy):
1. The same heart region is to be referenced by both structural location (/body/torso/heart) and by a particular function (/body/circulation/heart).

2. The same heart is to be visualized in two places in space, probably with different graphics (/vis/heart1 and /vis/heart2).

3. An automobile wheel assembly may contain 5 identical wheel nuts (/wheel/nut1…nut5).

We call each separate reference to the common region an instance. In cases such as the wheel nut example, each nut is a real, separate entity, but in the two cases of the heart it is up to the modeller whether each instance is really a separate physical entity or just alternative places to find the same region.
In the above examples there is likely to be information specific to each instance in addition to the shared data from the source region itself, notably transformations of coordinate systems (or fields) into separate locations for each instance. As will be shown in a later section, coordinate systems and transformations are fields like any other, and in FieldML these are only defined within regions. Hence we will consider each such instance of a region to be a separate region that inherits the fields and other data from the shared region.

Using the wheel example:

[image: image1]
Figure 1. Aggregation and Inheritance in Wheel Assembly.
The nut region may define the coordinate field of the nut in the nut’s natural coordinate system. Each instance of the nut, denoted nut1…nut5 inherits the fields from nut, but adds additional fields specific to that instance, including transformations, and dependent fields that will naturally differ after computation.
Individual fields inherited by an instance may also be redefined, notably to restrict the visibility of certain parts of the region; see the Group section, below.

Each region has at most one ‘owning’ parent region, but may be inherited by any number of regions.

In future, aggregation will additionally allow parent fields to aggregate with child fields, so that operations on the parent region’s field can be propagated down the hierarchy. A simple example is in our graphics application cmgui, where we want to produce a line rendition of all meshes in a hierarchy by specifying the visualization of a particular coordinate field in the root region, and propagating down the hierarchy using these mappings.
2.3. Field
2.3.1. Definition of a Field
We can define a field very generally as ‘a function returning a value or values over some domain’. The values may be of any type and quantity, notably:

· Real, integer, string, object…

· Multiple components or sub-fields (vectors, tensors…).
While the domain over which the field is defined can be:
· Discrete, for example nodes or elements (when not spatially varying).

· Continuous, including coordinate systems and element ξ space.

· Combinations, including piecewise finite element domains.
FieldML goes further and declares that even these domains are themselves fields, so a location within a domain is simply a particular value of that domain field:
· A discrete domain has a value that is a reference to any of the discrete objects which make it up: elements, nodes, etc.
· A coordinate system field may have values x, y and z.

· An element’s ξ space field can take a value of any ξ vector, subject to remaining within the element bounds.
· A location within a piecewise finite element domain is a combination of an element object reference and ξ vector.
Hence, a field is a function mapping source field values to output values. This function is the identity for all domain fields, but other field functions are generally mathematical, indexing or other manipulations of incoming field values, and may depend on other fields in a chain.
The ultimate domain is the region itself, as represented by no field values at all. A common field type that depends on no other fields is a region-wide constant, but there are others such as random noise, and signals.

A subsequent section describes a few basic field types, enough to define a typical finite element interpolation.

This very general field definition allows us to achieve the aim of representing almost every quantity as a field. This has great benefits for modelling, since by making some property (e.g. modulus or conductivity) a field one is free to make it anything from a constant to the most complicated spatial variation. Furthermore, it is straightforward to present APIs for requesting the derivatives of one field with respect to another, which is essential for most solution processes. Visualization software benefits by being able to visualize every quantity that is represented by a field. By comparison, consider the limitations of having each property represented by a different and incompatible type.

FieldML is largely a superset of the concepts in CellML, with CellML variables translating to FieldML fields, albeit with the possibility of additional variation with other field values. The variable definitions and MathML expressions in CellML models can therefore be used to define fields. Note that the implementation of fields in cmgui allows field functions far more complicated than MathML could describe – essentially sub-programs, or calls to external libraries.

2.3.2. Multi-Component Fields
Multi-component fields are implemented by nesting fields within other fields, for example a 3-D coordinates field may be a composite of component fields x, y and z, each able to be evaluated by a separate set of field calculations. Thereafter the combined field can be treated as a unit by downstream fields and code: the addition of two multi-component fields with the same number of components is the obvious addition of each component in turn, giving a multi-component result.

2.3.3. Field Attributes

Fields have names that are unique within the owning region, and it is intended at this stage that names be unique for all region sub-objects. Fields can also be unnamed, which is convenient if they only represent intermediate results in a larger field calculation.

Coordinate fields require the specification of a coordinate system they are embedded in. Since the coordinate system is itself a field (see later), we intend to support this by allowing each field to optionally link to another field which it is embedded in. The embedding field tells the application how to interpret the values of a field: transformations of the coordinate system field can automatically be applied to all fields embedded in it. Coordinate system embedding information can also be used as a clue by visualization software to automatically choose a coordinate field for initial graphics.

It is intended that fields will eventually know their units, if any, again as an aid to interpretation, but this will not be required in early FieldML specifications. It is possible that the same ‘embedding’ mechanism can be utilized for units, for example if a coordinate system field has units then a field embedded in it has the same units.

Another potential field attribute is metadata – information about the data. This area is left for later specifications, but it is noted that the field specification is general enough that items of metadata can themselves be represented as simple field types, for example region-wide constant string fields. However, even if implemented like any other fields, it may be useful to have an attribute indicating it is a metadata field, and extra facilities are certainly required if metadata is recorded per-field rather than per-region, otherwise this data may clash with legitimate field components.
2.3.4. Field Types

Although FieldML aims to minimise the number of concepts it supports, it is designed to support a plethora of field types as needed to support modelling applications. In each case effort is made to reduce each field to its most basic operation to maximise re-use: if a field performs two distinct tasks, it is divided into two simpler fields performing one task each.

Fields are derived from a base class supplying a simple set of methods which all field clients need, including:
· Basic query functions for field attributes.

· Evaluate at location (from set of known field values).

And depending on the field:

· Evaluate derivatives with respect to another field (or fields) at location (from set of known field values).

· Set field values.
· Find source field value given field value (the “find xi” problem).

All field classes implement a constructor taking arguments that are appropriate to it. A field type can additionally declare its own sub-objects and type-specific API which only certain other field types and clients will know how to use. An example is the discrete domain field which declares an arbitrary number of objects (elements) which other field types are able to store values against.
This approach supports good software engineering practice: code is only exposed to those classes and API needed to complete its work. FieldML is designed to be highly modular, and modularity is at the field level.
Cmgui implements fields using this chain of basic field functions. An obvious fear is that such an approach is inefficient which it will be if no other facilities are provided to optimize it. Efficient field computation can be built on FieldML using the following techniques (there may be others):
· Efficient code generation by compilation (as done by PCEnv, the Physiome CellML Environment).

· Evaluation with specialty coprocessors such as the GPU (Graphics Processing Unit).
· Identification and optimisation of common bottlenecks – patterns of fields.

Following are some basic field types which are sufficient to support finite element representations.

coordinate_system field
Definition of an unbounded space (continuous domain) of a given dimension.
Rectangular Cartesian, cylindrical, spherical, prolate & oblate spheroidal with focus.
cmgui_shape field
Definition of a finite space (continuous domain) used to specify the shape of a finite_element. We will initially use with the cmgui element shape specification for line and simplex shapes:
	Shape specifier
	Description

	line
	unit line with ξ ranging from 0 to 1

	line*line
	unit square with ξ1, ξ2 from 0 to 1

	line*line*line
	unit cube with ξ1, ξ2, ξ3 from 0 to 1

	simplex(2)*simplex
	triangle in area of unit square where
ξ1 + ξ2 < 1

	simplex(2)*simplex*line
	triangle wedge; ξ1, ξ2 linked in simplex. Similarly for other permutations.

	simplex(2;3)*simplex*simplex
	tetrahedron in area of unit cube where 
ξ1 + ξ2 + ξ3 < 1

	etc.
	for higher dimensions…


Eventually move to a more general specification, add support for infinite element spaces.
discrete_domain field
Declares a discrete domain consisting of a set of objects (proposed type name: element), against which other fields are able to store values. Provides APIs to access the elements, and private APIs for other fields to store data at each element.

The name given to the field is expected to follow traditional uses: we will frequently construct a discrete field called ‘elements’ and use it to contain the discrete objects we call finite elements. Similarly we can define discrete domains for ‘faces’, ‘lines’, ‘nodes’, ‘data’, ‘particles’ or any other set of discrete objects a modeller requires.
discrete_parameter_array field

A field storing values in or against the elements making up a particular discrete field. E.g. nodal parameters, element constants (i.e. not dependent on xi). Values are returned by supplying a discrete field object value and array index.
parameter_array field

An array of values able to be returned by index. An alternative to storing degrees of freedom at ‘nodes’.
arithmetic fields add, subtract, multiply, dot_product…

Provide general mathematical expressions.
cmgui_basis field
Eventually we will define basis functions with general mathematical expressions in terms of cmgui_shape or more general element shape fields. However, the initial implementation built on cmgui will first support the simple but still powerful basis function specification it uses internally. Like the element shape, basis functions are described by the type of function on each ξ axis with linked ξ dimensions for certain bases.
	cmgui basis specifier
	Description

	l.Lagrange
	1-D linear Lagrange interpolation

	c.Hermite*c.Hermite*l.Lagrange
	3-D element with cubic Hermite interpolation in ξ1, ξ2, linear in ξ3.

	q.simplex(2)*q.simplex
	2-D quadratic triangle basis (6 node)

	q.serendipity(2)*q.serendipity
	2-D quadratic serendipity basis (8 node)

	etc.
	for other bases and higher dimensions…


finite_element field

Finite_element fields in cmgui are still handled by a single monolithic field that performs or requires the following series of operations:

1. Assignment of an element shape (cmgui_shape) per discrete element.

2. Storage, for each element, of degree of freedom indices into parameter arrays and/or local node arrays.

3. Optional storage, for each element, of scale factors.

4. Look up of nodal or global degrees of freedom using indices and local node arrays, followed by…
5. …optional scaling or transformation of  degrees of freedom by scale factors to give element field parameter vector.
6. Assignment of basis functions, per element and field component if needed.

7. Dot product of basis function and element field parameters to return field.
We are still in the process of reducing this list to reusable field operations, but it is clear that this is possible. Storage of indices and node identifiers can be handled by discrete_parameter_array fields; scaling and dot product by arithmetic fields. Steps 2-5 are considered the “global to local map”.
import field

Once element shape and basis functions are explicitly described with mathematical operators, it becomes important to reuse these definitions rather than redefine them in every region of a model. It is likely that libraries of basis functions will become available on servers and these can be imported into a region and reused.
other advanced fields

Image data is also a field and image processing are field operations.
Fields offer modularity and extensibility: any code that maps source values to target values may be implemented as a field.
2.4. Groups

The section on Region Inheritance showed that a region instance could inherit the fields and objects from another region yet redefine some inherited fields. Where such fields represent discrete finite elements and nodes, this is equivalent to making a group containing a subset of the objects defining the region.
Groups are used in several ways. In some modelling packages, notably the Bioengineering Institute’s CM solver, there is essentially one namespace of nodes and elements, but these may be grouped to support different attributes and problems. Working this way avoids the need to tie degrees of freedom between coupled areas. In FieldML, these groups may be treated as separate sibling regions each showing a restricted view of the inherited region.
In other cases, groups are constructed to apply certain boundary conditions to, for example a set of faces which are subject to a pressure load. A similar group is the set of ‘selected’ objects in an interactive modelling environment. It doesn’t make sense to separate these out to a separate region, so a grouping concept within the region is required.

The region inheritance mechanism can be reused for these ‘internal’ groups by storing a list of named group instances within the region itself; these are not the same as child regions.
2.5. Secondary Specifications

Any group of users of the basic FieldML specification can augment the standard with secondary specifications, which are standards for naming and structuring additional information using the basis building blocks.

An example is the specification of connectivity between finite elements. This could be communicated by determining common degrees of freedom between adjacent elements. Some packages, notably cm and cmgui (for now) communicate connectivity by sharing of common face elements, or nodes.
Secondary specifications are left for later.

3. FieldML API

The Auckland Bioengineering Institute’s cmgui visualization package is being developed to mirror the FieldML specification. As part of this work, a public API (application programming interface) is being presented to access regions and fields, and this is the FieldML API. The API is presented in the C language, and its implementation will be offered as a library able to be compiled, linked and used without including the rest of the cmgui application, on windows, linux, macintosh and other unix systems. There are also bindings to perl, python and javascript. Cmgui is open, free software; for details see http://www.cmiss.org/cmgui or contact the authors.

The API contains dozens of methods to create and manage regions, construct and evaluate generalized fields. Currently its main limitation is that there is no direct access to finite element field constructs (and internally they are not yet migrated to the ‘FieldML way’); the only way to create them is to read in legacy cmgui .exnode and .exelem file formats. This is one area we are focusing on fixing.

The provision of an API is not intended to force adoption of the cmgui FieldML implementation for all FieldML use, although doing so would save work! We see several scenarios for using the API:

1. Applications can use the cmgui FieldML library as its region/field representation, working with it via the API.

2. The API and library can be used as a translation layer for accessing files in various formats read by the the cmgui library. The data is then extracted to the application’s internal structures.

3. The API may provide buffered access to a very large dataset, e.g. using HDF5. This could work with either of the previous scenarios.
4. The API can be adopted and implemented by other codes.

4. FieldML XML format
It is intended that a Field Markup Language XML file format will come out of the specification, but only after more progress is made on the core concepts and API. It should be a trivial exercise once a critical mass of field types are provided by the API.

An XML format will never be the only way that FieldML data is interchanged, since any script or source code using the FieldML API is also an interchange format. The same can be said for any other legacy or future serialization formats when code translating them to FieldML API calls is available. Nevertheless it is considered an important part of the overall effort.
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